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ABSTRACT
We show how to infer land use from mobility traces. Instead of
using manual surveys or aerial image interpretation, our research
shows how to use mobility traces to infer the number of businesses
and residences in each cell of a grid on the ground. Our mobility
traces give the location of people at different times of day. Using
mobility data from 1.8million users, we build regressionmodels that
map from average hourly occupancy in a grid cell to the number of
businesses and residences inside the cell. We show which hours of
the day are most indicative of the contents of a cell.
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1 INTRODUCTION
An important task for understanding the built environment is esti-
mating the number and density of businesses and residences on the
ground. This is critical for inferring changes in land use, estimating
population, predicting traffic patterns, and appraising economic
development. Counting businesses and residences can be done with
census surveys [3], municipal records [8], and satellite imagery [2].

We present a different approach to counting businesses and
residences on the ground. Instead of traditional techniques, we
show how to use mobility traces from regular users to infer the
number of homes and businesses in grid cells on a map. This has the
advantage of easy, continuous data acquisition, with most people
carrying location-sensing phones. They key idea is that the number
of people in a region varies with the time of day, and these variations
are indicative of the number of businesses and residences in the
area.
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Figure 1: Business density in the Seattle, WA area. Each 250
meter × 250 meter cell is represented by a dot. Larger dots
indicate more businesses.

We create hourly, normalized counts of people in a grid cell
from mobility traces. Averaged over multiple days, the 24 hourly
mean counts for each cell constitute a simple feature vector that
we map to absolute counts of businesses and residences in a cell
using a boosted decision tree. We report the accuracy of these
inferences. We also show how only a few hours of the day are
necessary to achieve the same accuracy as using all 24 hours. While
this simplifies the inferences, the most important benefit is privacy:
only a small fraction of the mobility data is necessary for estimating
counts of businesses and residences.

2 PREVIOUS WORK
There is a long history of research aimed at inferring characteris-
tics of land use from data. Aerial imagery, including from satellites,
is one of the most common sources of data. As an example, [1]
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showed how to use deep convolutional neural nets on satellite
images to classify urban areas into 10 different land use classes,
such as agricultural, forest, and sports & leisure facilities. Vijayaraj,
Bright, and Bhaduri segemented satellite images into regions with
and without human settlements (often buildings) using Gabor fil-
ter features [11]. Liu and Clarke used satellite images to estimate
residential population [5].

In addition to satellite imagery, other data sources can be used
to infer land use characteristics, specifically high resolution popula-
tion estimates. For example, Stewart et al. showed how to use open
source data, such as annual visit estimates, average hours open, area,
and average visit time to estimate the time-varying occupancy of
buildings [10]. In other work, Stewart et al. used social media check-
ins to estimate the number of people in a buidling [9]. Mao et al.
discovered two land use patterns (commercial/business/industrial
and residential) from cell tower call records [7]. Gebru et al. used
Google street view images to estimate neighborhood demograph-
ics [4].

Our work contrasts with the population and land use estimates
above in that we estimate land use (counts of businesses and resi-
dences) from mobility traces, making a connection between static
structures and the dynamics of human presence. Related work in-
cludes [6] which used taxi pickups and dropoffs as well as [12],
which added points of interest, both aimed at classifying regions
into different use categories. Our work differs in that we infer
mixed use and also estimate absolute numbers of businesses and
residences.

3 DATA FOR EXPERIMENTS
Our experimental data consists of a list of business and residence
locations and a list of mobility traces. The business and residence
data comes from data maintained by Microsoft’s Bing Maps. For the
U.S., it contains a simple list of the latitude/longitude coordinates of
all the business and residence locations in the country. The mobility
traces come from the same source, and they consist of psuedony-
mous, time-stamped latitude/longitude traces aggregated by a third
party company that collects cell phone locations. Specifically, each
latitude/longitude in this data came with a randomly assigned user
ID that was consistent for each user, along with a time stamp.

For both the business/residence data and the mobility data, we
extracted all latitude/longitude points in a rectangle containing
the greater Seattle, WA USA area. There were 621,232 businesses
in total, a mean of 6.02 per cell, and a mean of 23.56 per cell not
including cells with no businesses (eliminating water areas). The
corresponding numbers for residences were 1,747,786, 16.92, and
36.14. The mobility trace data was limited to the month of March
2019, with 1.8 million distinct users and a mean of 378 points per
user.

Both types of data were represented as a grid of cells, each
cell 250 meters × 250 meters. The two grids for the business and
residence data consist of raw counts of the number of businesses
and residences, respectively. Figures 1 and 2 show the relative
numbers of businesses and residences on the grid. The grid was
approximately 75 km wide and 85 km tall, and it contained 103,323
cells.

Figure 2: Residence density. Each 250 meter × 250 meter cell
is represented by a dot. Larger dots indicatemore residences.

We created 24 grids for the mobility data, each representing one
hour of the day. These grids had the same geometry as the busi-
ness and residence grids. To fill these occupancy grids, we began
by computing the number of latitude/longitude points for each
user, date, hour, and cell, i.e. n(user)(date)(hour)(cell). We then normal-
ized by allocating a single occupancy unit to each combination of
(user)(date)(hour), giving normalized counts

p
′

(hour)(cell) =
∑

∀(user)

∑
∀(date)

n(user)(date)(hour)(cell)∑
∀(cell) n(user)(date)(hour)(cell)

This normalization accounts for users whose points are split over
more than one cell, and it averages over users and dates. We then
further normalize so the cells in each hourly grid sum to one, i.e.

p(hour)(cell) =
p
′

(hour)(cell)∑
∀(cell) p

′

(hour)(cell)
An example of p(hour)(cell) for the noon hour is shown in Figure 3.
It shows people gathered in urban, commercial areas, as expected.

4 EXPERIMENTS AND RESULTS
Our intuition is that the 24-hour occupancy profile of a cell is
indicative of the number of businesses and residences in the cell.
Evidence for this is shown in Figure 4, which shows an averaged
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Figure 3: Occupancy density at noon. Each 250 meter × 250
meter cell is represented by a dot. Larger dots indicate more
people.

occupancy, p(hour)(cell), for two sets of cells. The first set of cells
has at least 50 businesses and no residences (108 cells), and the
second set of cells has at least 10 residences and no businesses (4084
cells). The plot shows that the pure business cells generally attract
a larger proportion of the population, and that the peak visit time
is around 1 p.m. In contrast, the residence cells dip to their lowest
level around noon, and they generally attract a smaller proportion
of the population.

Figure 4 is also a good basis for discussing the nature of the oc-
cupancy data. Most of the mobility data is not uniformly sampled,
coming instead at times when the cell phones were sensing location
at the request of an application. This means fewer samples during
sleep times, which is apparent from Figure 4. While uniform sam-
pling would be more indicative of people’s mobility, the occupancy
features still work for our purposes. The occupancy profiles are af-
fected by both location and cell phone behavior (i.e. the running of
location-sensitive apps), which combine to be indicative of business
and residence counts.

We used a boosted forest of decision trees to map occupancy fea-
tures to business and residence counts in each grid cell. Specifically,
the features for each cell were the the 24 occupancy proportions,
p(hour)(cell), for each hour of the day. We learned one decision tree
forest for business counts and another one for residence counts.

Figure 4: Cells with all businesses have a different occu-
pancy profile than cells with all residences.

We chose boosted forests because they are accurate and quick to
train. The major parameters of the boosted forest were 100 trees,
20 leaves per tree, at least 10 training examples in each leaf, and a
training rate of 0.2. For training and testing, we randomly split our
collection of grid cells into two equally sized sets.

Results are shown in Table 1. The column "Mean" shows the
baseline mean L1 (absolute value) error if we naively estimate the
count in each test cell by the average count over all the training
cells, for businesses (L1 error 13.45) and residences (L1 error 30.12),
respectively. The next column shows the L1 errors using the boosted
forest as described above. The error for business counts falls 44%
from the baseline, and the error for residence counts falls 49%,
indicating significant improvement. These error amounts are shown
as the dotted lines in Figure 6.

Mean All 24 hours Best 3 hours
data L1 L1 reduction L1 reduction

business 13.45 7.54 44% 7.45 45%
residence 30.12 15.33 49% 15.52 48%
both (sum) 43.57 22.87 48% 23.25 47%

Table 1: Accuracy of inferences. The "Mean" column repre-
sents an estimation based only on themean business and res-
idence counts of all training cells. "L1" indicates themean L1
error. The last row represents using the same set of hourly
features for estimating both business and residence counts,
and the error values show the sum of the mean L1 error for
both types of counts.

We looked at L1 error for using just a single hour of the day as a
feature, rather than all 24 hours. The L1 errors are generally worse,
as expected, but this analysis showswhich hours are most indicative
of the business and residence count on the ground. Figure 5 shows
that the best hours for estimating business counts are around noon
to 2 p.m., and the best for residence counts are midnight and 1
a.m. The curves in the plot are nearly mirror images of each other,
showing that the best times for business estimates are the opposite
for residence estimates, and vice versa.
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Figure 5: L1 count errors using only a single hour of the day
for inference. The curves for businesses and residences are
nearly mirror images of each other.

For privacy reasons, we may want to make the same inferences
using only a fraction of the mobility data. We investigated using
different size subsets of all 24 occupancy features. We reran our
training and testing on all possible subsets, size one through six, of
the 24 hour occupancy features. The fast training of the boosted
decision trees was important for this experiment. Figure 6 shows
the results. For both businesses and residences, a subset of 3 or 4
features performs as well as all 24 features. The best three hours
of the day for estimating business counts are {12,17,22}, and the
three best for residence counts are {8,14,21}. The last two columns
of Table 1 show the accuracy values for using the three best hours.
Using the same three hours for estimating both types of counts, and
optimizing for the sum of L1 errors, the bottom row of Table 1 shows
the results. The best three hours for the combined inference are
{8,13,22}, which are spread approximately evenly over the waking
hours ofmost people. Thuswe can use only a fraction of themobility
data, maintaining accuracy and boosting privacy.

5 CONCLUSIONS
This paper presents an alternative approach to inferring land use. In-
stead of aerial images, we use mobility traces, which can be updated
frequently with low cost. We mapped hourly normalized occupancy
over an average day to the count of businesses and residences in
250 meter × 250 meter cells on the ground. Our technique shows
significant improvement over using just the mean counts. Instead
of using all 24 hours of the day as input features, using as little as
three hours of the day is enough to maintain approximately the
same accuracy, reducing processing costs and increasing privacy.
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